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Wireless sensor networks are increasingly employed in a range of applications. Condition Monitoring in 
particular can benefit from the introduction of distributed wireless sensing solutions, operating with a high 
degree of autonomy. Wireless condition monitoring can extend the toolset available to the lifecycle management 
of engineering assets, offering ease of installation, flexibility, portability and accessibility. A significant hurdle 
for the adoption of wireless condition monitoring solutions in industry is related to the extent that such solutions 
can operate over long time periods, while providing adequate monitoring. Wireless sensor nodes extend the 
sensor functionality by providing on-board CPU, memory, power management and communications capabilities. 
Yet these are inherently limited due to the small form factor of the devices. Even in cases of sensor nodes with 
power harvesting capabilities, the minimization of the node energy consumption is sought at a premium. Apart 
from making the hardware design more energy efficient, sensor nodes can operate more efficiently if they 
achieve to minimize their energy-consuming activities, while meeting condition monitoring performance 
requirements. Low-level power management should be dealt with at the level of the sensor operating system. At 
the application end, a sensor node must feature some form of smart behaviour, enabling it to recognize events 
that deserve further attention. This is of profound importance as engineering assets equipped with embedded 
novelty detection capabilities would lend themselves for enhanced and sustainable operation. In this paper we 
study the design requirements for developing Novelty Detection techniques, as middleware components 
embedded on a single sensor board. Such smart components would enable the detection of events that signal the 
presence of unusual behaviour in the monitored equipment. On the basis of the identified design requirements, a 
conceptual architecture for the development of wireless sensor – board level novelty detection is discussed.  
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1 INTRODUCTION 

Wireless sensor networks constitute one of the most promising technologies to provide sophisticated infrastructure for 
condition monitoring processes. Increasingly sensor nodes are implemented as complex sensor board architectures, driving the 
emergence of a new breed of monitoring devices. In a typical setting, they are able to host automated computational and data 
storing operations. The fact that processing power and low latency memory became increasingly available and affordable for 
many types of small scale designs, lead to significant sensor board advancements in terms of both hardware components and 
supporting software. Recent examples of cutting-edge wireless sensor modules are powered by a potent 32 bit 
processor/controller accompanied by several Megabytes of flash memory, while support for external memory can also be 
available. Research utilizing these architectures has made possible the transition of sensor board logic from simple protocols 
and algorithms printed on bare metal, to complex middleware platforms sitting on top of dedicated sensor operating systems 
and providing interfaces to application components.  

 
Recent research on sensor platforms has produced implementations that include programmable APIs and versatile toolkits, 

able to provide a rich base for the developers to utilize and extend the sensor module’s functionality. Energy-aware 
transmission protocols and sampling algorithms were the first to upgrade their computational complexity in order to trade the 
significant cost of data transmission for cheap processing cycles. This trade-off was possible through the development of 
dedicated software components utilizing advanced methods and approaches on data acquisition, data modeling and data 
interpretation. Currently, the level of computational complexity that characterizes the operations embedded on a sensor board 
is only limited by the processing and storing abilities of the board’s implementation. In wireless condition monitoring, another 
concern is to determine how much data processing should take place at the sensor level and how much data should be 
transmitted. A high level of processing sophistication at the sensor level may eventually lead to lowering the needs for RF 
transmission. Clearly a wireless condition monitoring application needs to strike a balance between the two. One solution is to 
design a sensor node that features some form of smart behaviour, enabling it to recognize events that deserve further attention. 
Often termed novelty detection, this functionality involves modelling the normal system function and detecting any deviations 
from that. Thus, condition monitoring greatly benefits from the integration of smart novelty detection capabilities. Firstly data 
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transmission can be initiated only when novelty is detected, thus reducing energy spent on transmissions; and secondly novelty 
detection at the sensor level can be easier to adjust to serve diverse application needs. 

 
A significant functionality of any integrated condition monitoring solution is to detect when the machinery operation deviates 
from known patterns of normal operation. This functionality is usually termed novelty detection. Although novelty detection 
has been extensively studied in the literature, the recent surge in wireless sensor network application solutions enables the 
development of Novelty Detection and Condition monitoring solutions for wireless sensor boards and networks. This new 
potential is largely unexplored in the literature. 
 

This paper has looked into how Novelty Detection and Condition Monitoring functionalities can bee embedded in wireless 
sensor nodes and networks. It defines a reference architecture for sensor-embedded novelty detection. This architecture 
supports basic and advanced novelty detection functionalities in a modular approach, defining individual components and 
services that can be embedded at the sensor board level. Focusing on design considerations, the paper is structured as follows: 
section 2 discussed wireless sensor network architectures and functional requirements for wireless smart sensors; section 3 
deals with adaptation issues in novelty detection; section 4 outlines the key design considerations for sensor-embedded novelty 
detection and introduces a novel reference architecture for sensor-embedded novelty detection; and section 5 is the conclusion. 
Instead of seeking an exhaustive discussion on the above issues, the aim is to focus on techniques either employed or having 
the potential to be employed in condition monitoring applications.  

2 WIRELESS SENSOR NETWORKS 

Condition monitoring was from the outset an early adopter of emerging sensor technology, since sensing operations 
populate its core functionality and provide the means for identifying machinery condition. Early after wireless technologies 
started to mature in modular designs and implementations, advances in network hardware integration and energy-aware 
protocols lead to the concept of wireless sensor networks [1]. In addition, the mass spread of small wireless devices, enables 
information access anytime and anywhere. With wireless sensor networks scalable monitoring environments can be created, as 
node addition is straightforward. The main advantages brought by wireless sensors include: 

• Ease of installation, as sensor positioning is freed from the constraints of cabled installations 
• Accessibility: every point of measurement becomes accessible 
• Simplified network design: dynamic topologies for fault tolerant networks supported by flexible protocols. 
• Scalable, large and yet maintainable infrastructures, as new nodes can easily be added to the network 
• Fault tolerance: redundancy in the sensor network enables it to tolerate faulty nodes.  

 
A smart sensor is a term advocating the presence of sophisticated sensor functionality. Smart transducers are defined in the 

IEEE 1451 family of standards. These outline a set of protocols for wired and wireless distributed monitoring and control 
applications. IEEE 1451 smart transducers are expected to have capabilities for self-identification, self-description, self-
diagnosis, self-calibration, location-awareness, time-awareness, data processing, reasoning, data fusion, alert notification 
(report signal), standard-based data formats, and communication protocols, supported by the so called TEDS (Transducer 
Electronic Data Sheets) [2]. Smart sensor behaviour may vary from simple signal amplification to advanced data modeling 
techniques for condition monitoring [3]. The characteristics and functionalities of a smart sensor are listed below [4]. 

 
• They include the processing capacity and the proper software routines to process data locally.  
• They can make efficient use of the network infrastructure through complex protocols and distributed communication 

patterns. Smart sensors are able to implement policies that enhance the network robustness and flexibility, and lessen 
the burden on centralized nodes. 

• They can support the execution of advanced distributed processes. These may include collective decisions, node task 
allocation and workflow management for the entire network.  

• They should be able to classify the data according to its criticality, in order to avoid unnecessary data processing 
during a critical stage of the monitoring item. Smart sensors can evaluate situations and configure sensing frequency 
enabling better monitoring performance when identifying a critical state. 

• They should be capable of self-diagnosis and self-calibration and be able to periodically prompt on coordinating 
sensors to collect and process network statistics. Such processing can result in network self customizations that 
balance topology and upgrade sensing performance. Faulty sensors can be easily identified, while the deployment of 
new nodes can be estimated based on sensing coverage maps and algorithms.  

• They can be re-programmed and facilitate the network to receive remote software updates. Additional processing 
techniques can be downloaded to a smart sensor. This feature eliminates the down-time of the network for updates. 
 

Sensor research & technology has been effectively serving a multitude of diverse applications. The result of this research is 
the development of open implementations that include fully featured operating systems (TinyOS [5], MantisOS [6], SOS [7]), 
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flexible tiny-scale databases, and even service-based platforms (Fig. 1). Taxonomy and evaluation of these implementations’ 
provides valuable feedback that supports standardization initiatives and software architecture research [8] [9] [10] [11]. 

 
From a software platform perspective, sensor 

nodes have made significant leaps towards 
improved embedded logic. The software side of 
sensor nodes has been in most wireless sensor 
implementations rather primitive. Most 
approaches seek to optimize hardware rather 
software design:   

• Many pioneering concepts acting as 
cornerstones in the evolution of sensor 
technology, such as the ‘Smart Dust’ 
Project [12], focused their novelty in 
hardware design optimizations. 
Integrating sensing elements in small or 
tiny scale architectures, is a design 
decision that usually sacrifices the 

functionality potentials and the complexity of the embedded logic for an energy-saving and low-cost hardware 
implementation.  

• When wireless sensor networks are employed to monitor vast industrial environments or track mobile assets, the 
selected sensor design is one that offers small size durable nodes. Such systems are comprised by networks of 
hundreds or even thousands of tiny sensors. When designing these systems, low cost and long energy life, are high 
priority features due to the large number of nodes. These features are connected with small print hardware 
architectures with elementary functionality that both ensure significant battery life. 

• A large number of research projects, while attempting to address the monitoring needs of specific applications (e.g. 
condition monitoring, tracking, surveillance), adopted sensor technology at its very first steps. Their research quickly 
matured to offer the first examples of sensor network systems. These systems were, and still are, based on the strict 
design specifications of an isolated standalone system built to provide application-focused functionality. Porting to a 
more interoperable and scalable software logic is a design decision that requires extensive re-engineering and adds 
processing overheads. This decision will trade the performance of a kernel-based function set (minimized logic) for 
the flexibility of a scalable multitier platform (advanced logic). Most application-oriented research projects are not 
willing to accept this trade-off. 

 
A key question is whether research and development effort can swift the above trends and decisions to focus more on 

sensor-embedded logic. A significant amount of research in early sensor technology was conducted through projects, whose 
requirements and characteristics were defined by various applications.  Surveillance and monitoring systems constitute active 
research fields with far greater history than the history of sensor technology. Sensor nodes where introduced in research labs as 
the means for advanced sensing serving their applications. The fast adoption of sensors’ early implementations and their 
design-scale upgrade to “small devices” level, were the key factors that focused and ignited research on advancing sensor 
networking technology itself. Smart nodes in such networks can have significant capabilities:  

 
• They can offer advanced embedded logic in cost-effective and tiny-sized board architectures. Most of the latest sensor 

architectures include enough processing power and memory that can feed the development of small to medium scale 
intelligence. Both research and market acknowledge sensor modules as “devices” with separate software driving their 
customizable functionality. Board optimizations have become as important as the development of software upgrades, 
since the potentials of the second can greatly benefit every functional aspect of a sensor module.  

• Application requirements can easily be translated into processes and in turn, implemented in software routines. 
Provided with adequate software, sensor networks can utilize sophisticated protocols to ensure reliable network 
presence even in the most geographically distributed placement. Advanced energy-saving algorithms can synchronize 
sleep states and calibrate sampling techniques, thus extending the sensor’s life time to its maximum potentials 

• A very important feature that needs to be decided, early in the design phase of a new smart sensor, is the level of 
interoperability that will be provided by its embedded software. The feasibility of a cross-vendor, cross-platform and 
cross-implementation sensor network is essentially defined by the presence of [13]: 
1. Design specifications and functional requirements for sensor modules. 
2. Standardized specifications for the format of sensor data inside and outside of the sensor’s logic.  
3. Widely adopted and standardized interfaces for embedded processes and tasks. 
4. Widely adopted and standardized protocols for inter-process and node-to-node communication and data exchange. 

Figure 1. Smart Sensor Operating System & Middleware 
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3 NOVELTY DETECTION AND CONDITION MONITORING 

Detecting novel events is a first and key step in condition monitoring. The problem of efficient and reliable novelty 
identification in a series of maintenance data has to been addressed at several levels of a condition monitoring system. At the 
top level involving off-line data processing, down to the sensor level of on-line sample collection, novelty detection is defined 
as the identification of deviation from known machinery behaviour patterns. A key difficulty is related to the fact that 
monitored quantities may differ for different machinery, while they may also vary even for the same machinery, due to a 
number of reasons, including the exact sensor positioning and the presence of noise and interference from neighbouring 
equipment [14]. This implies that any successful novelty detection implementation critically depends on the ability to capture 
the individual equipment behaviour, expressed in patterns observed in the measured signals. In order to achieve this, novelty 
detection must employ empirical models that can be calibrated to serve individual application needs, while equipped with 
adaptation mechanisms, so as to enable them to capture the different observed patterns of operating state for each application 
case [15]. Novelty detection classification sometimes distinguishes between statistical and neural network approaches [16, 17] 
but as many neural network approaches can be shown to bear statistical relevance, it is preferable to focus on the type of the 
employed learning mechanism, which may be similar even for different families of models. Depending on the nature of the 
employed learning mechanism, novelty detection is usually implemented with supervised learning or unsupervised learning, 
with other forms of learning, such as semi-supervised or reinforcement learning not being frequently pursued in this 
application domain. The key difference between supervised and unsupervised learning is that in the former employs the known 
operating state (normal/abnormal) of training patterns to drive model training, while the latter attempts to cluster training data 
into categories, based on input space similarity. Both are valid approaches with advantages and risks. Unsupervised learning 
can exploit a larger amount of data, as it does not depend on a priori knowledge of the operating state that the data belong to. 
However, it carries the risk that input space similarity not be transferrable to output space similarity. In other words, similar 
data may sometimes correspond to different operating conditions. On the other hand, supervised learning can drive the 
empirical models to adequately map input data to the operating condition, but require that this condition is known for all 
employed training data.  

 
In all cases, critical to the success prospects of any empirical modelling technique for novelty detection is its ability to 

adapt, on the basis of accumulated evidence offered by newly acquired data. Substantial research efforts have been devoted to 
condition monitoring and fault detection. Each type of machinery class, along with their special attributes, have driven the 
exploration of numerous variations of widely adopted intelligent modeling approaches, such as knowledge-based systems, 
fuzzy logic, machine learning, neural networks and genetic algorithms. This paper will not attempt to provide a more 
comprehensive or up to date summary of these techniques, but it will propose the placement of their implementation on a 
different level (sensor board) of their supporting infrastructure (the sensor network). As the novelty detection functionality will 
be specified as a modular component in a reference sensor-based novelty detection architecture, any novelty detection 
algorithm can be plugged into it.  

 
When adaptive learning methods are employed to support novelty detection in condition monitoring systems, a range of 

issues need to be addressed [18]: 
• Fault detection and/or identification of the symptoms that indicate an imminent failure. 
• Identifying the fault’s characteristics. This can be achieved through approximations that model a fault as a 

function of the control input and state variables. 
• Effective fault accommodation strategies, through self-correction based on the feedback from the control 

algorithm. 
• Upgrading the ability of the detection scheme to avoid false alarms in the presence of modeling uncertainties. 

Such a goal can be achieved by on-line learning of the modeling uncertainties.  
 
However, the majority of published research on intelligent condition monitoring, executes the analysis and modeling tasks 

away from the actual sensor, on portable or desktop computing devices or data collection servers. The computing may be 
performed on-line or off-line. When considering porting novelty detection techniques to wireless sensor networks, a key 
limitation is that many of these techniques have significant requirements for resources both in terms of computational power 
and memory storage. Furthermore, the limited power autonomy of wireless sensor nodes, makes it imperative to design a 
sophisticated strategy that determines when and what quantity of data should be transmitted, so as to avoid excessive power 
consuming RF transmission.  

 
Sensor-level novelty detection can be implemented as a set of functions and routines embodied in the sensors software 

platform. Attempting to embed adaptive learning techniques in sensor software components is a very challenging task. The 
sensor board’s processing power and memory capacity are generally low, compared to the minimum requirements for 
executing such methods. As mentioned before all non-smart sensors are equipped with fixed routines that lack processing 
complexity, configurability and performance. On the other hand, smart programmable sensors constitute an emerging device 
technology that can embody and effectively execute small-scale learning techniques. Their advantages in terms of hardware 
architecture and software platform have been analyzed in section 2. 
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We thus seek to define a modular architecture for sensor-based novelty detection, that takes into account the specific 

advantages and limitations of employing wireless sensor nodes. Increasing the granularity and the distributed nature of any 
computationally intensive process is a paradigm followed in many disciplines and proved to offer reliability, performance and 
scalability benefits. Until recently, most of the proposed novelty detection systems followed a centralized approach, where the 
aggregation of data and their exploitation occurred on a single central computing point. An alternative to this approach could 
involve a collective data model. This model can take advantage of the distributed nature of deployment of a wireless sensor 
network, utilizing sensor nodes as a multitude of small interconnected repositories and/or working nodes. Such an approach 
can offer advanced solutions for data availability (data migration) and fault tolerant storing (data replications). The former 
implies that process results from novelty detection will be instantly available locally in the sensor’s memory, while the second 
ensures that high priority data are replicated and reside in multiple locations, thus enabling robust data legacy and rolling back 
options. The processing of this model could reside on various distributed patterns: multi-agent systems [19] and sensor services 
(Sens-ation [20], Atlas [21]).  

 
Investing in sensor intelligence will result in a constantly upgrading sensing infrastructure. Rather than utilizing a static 

sensing infrastructure to calibrate the training of a central model, smart sensors offer the option to calibrate the training of a 
dynamic sensing infrastructure to process a distributed model. Decentralization of novelty detection will result in 
decentralization of intelligence, which in turn is translated in a much more capable sensing network. Population-based 
computing paradigms such as evolutionary computing [22] or swarm intelligence [23] are strong candidates to implement the 
adaptive and distributed nature of this emergent learning behaviour pattern. Sensor-based novelty-detection upgrades the 
condition monitoring system’s responsiveness to faults. Sensor nodes constitute the part of the system that resides closest to the 
source of problem. Detecting a fault, a sensor can directly signal an alarm and schedule further maintenance actions. In the 
case of centralized novelty detection, the minimum time between a fault’s occurrence and its detection includes data 
transmission delays along the path from sensor to the data collection server and the processing overhead of the data model. 
Thus, sensor-embedded novelty detection offers significant advantages, either implemented at single-sensor node, or via 
collective novelty detection.  

4 DESIGN REQUIREMENTS FOR SENSOR-EMBEDDED NOVELTY DET ECTION 

In order to study the design issues of embedding learning methods within the sensor logic, a reference, component-based 
architecture is proposed. The reference architecture is an advancement of the concept of constructive modeling for novelty 
detection, redesigned for embedding it within a sensor board [15]. In this constructive modeling setting, empirical process 
models are built and expanded to exploit newly acquired data. Each subtask of the novelty detection process is associated with 
an application or a service module according to its role and functionality. Inter-process communication and synchronization 
aspects are also addressed. The proposed architecture is modular by design and is based on a multi-tier sensor platform. It 
supports component interaction via appropriate interfaces. Subsequent analysis points at the need of standardizing these 
interfaces. Possible communication patterns and synchronization paradigms need to be studied. In our modular design, we 
assume that the components implement their intended functionality. Naturally, any alternative algorithm versions can be 
employed for the same functionality, thus the architecture can benefit from algorithmic improvements in terms of performance, 
computational efficiency and memory usage. For every subtask of the learning process a balanced decision must be made to 
prioritize and define the trade-off between performance and resource allocation.  

 
Sensor-level novelty detection aims at identifying unusual or unforeseen sensed behaviour based on features extracted from 

the monitored equipment. Any measurements which significantly deviate from the sensor-embedded process model are judged 
to be novel. It is important to make this clarification as in practice a measurement collection can be marked as novel not in the 
case that an expert user would consider it so but insofar as the built-in model recognizes it to be so. By the very nature of the 
approach, it is possible to expand the sensor-embedded novel to accommodate additional data and therefore expand its 
‘receptive’ field, a process consistent with the concept of constructive model building. In the context of a smart sensor’s logic, 
this process can be implemented as a Novelty Detection (ND) subsystem constituting a part of its software middleware. In 
order to design a proposed architecture for this subsystem, we first describe its step-by-step functionality and then assign 
execution to software components that can be included inside the sensors resource-limited logic. The functionality of the 
novelty detection system should include the following steps (Fig. 2): 

 
1. Initial setup. This step involves the initialization of the novelty detection subsystem. Parameters and processes are 

initialized and reset. During this step, ND database can be initialized to default data. This enables initial sensor-logic 
initialization to utilize previously built knowledge.  

2. Initial data acquisition. A first set of samples are acquired, to capture the monitored machine’s normal behaviour. This 
information is utilized to build the initial model that reflects the normal operation state. In the case that the initialization 
process did not discard previously stored knowledge in the database, this step can be omitted.  
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3. Set-up refinement. The initialization step is executed again. This second initialization is configured by the normal state 
knowledge residing in memory (step 2). The goal of this repetition is to achieve the best initial calibration of the real-time 
monitoring and processing stage that follows. The benefits of utilizing any pre-existing data during initialization can prove to 
be much more important than hundreds of processing cycles that try to compensate for a badly configured training process. 

4. Real-time monitoring, data acquisition and processing. This step can be characterized as the ND subsystem’s core phase. 
It includes the real time knowledge building through empirical model learning. The data acquisition should be carefully 
synchronized with processing and signaling operations. The processing includes the execution of the employed learning 
algorithm, while the signaling operations need to define and drive the sensor’s response and reaction to ND subsystems 
findings (sensor single mode). 

5.  Collective ND functionality (sensor collective mode). This step is also associated with an ND subsystem’s core phase. 
In order for the sensor’s logic to participate in the execution of distributed processing, it must switch to a different operation 
mode. This mode is characterized by communication based on preconfigured patterns and processing based on special 
components of the ND subsystem’s architecture. During this stage/mode the sensors’ subsystems communicate to synchronize 
their models and collectively train them, either as individual models or as one synthesis deriving from their fusion. Collective 
ND is a significant feature of the proposed architecture. Many processes need multiple-sources data acquisition, involving 
measuring the same physical quantities from different locations, or different quantities from the same location, or different 
quantities from different locations. The ability to perform novelty detection based on the fusion of all these quantities is termed 
collective novelty detection. Novelty detection based on a single sensor or single sensor-node readings are a trivial case of 
collective ND, when additional data sources are nullified.  

6. Asynchronous independent functionality. This step is essentially executed in parallel to the previous core phases. It 
includes externally invoked processes that support the ND subsystems task. Their goal is to allow network users execute 
administrative and customization actions. These actions may include database management, labeling novel data or configuring 
the ND subsystem. 

 
Figure 2. ND Subsystem modes and steps 

 
The overall functionality of the described above process is that of progressive model building [15]. The ND subsystem 

design should be versatile and customizable enough, in order to serve the knowledge-building needs of various monitoring 
applications. The main advantage of this approach is the full utilization of the energy-cheap processing and storing abilities 
provided by recent smart sensor modules. Thus, investing in the development of advanced sensor logic better exploits the 
sensor network’s infrastructure. Such an architecture has the additional advantage of bringing sensor software one step closer 
to standardization. In Figure 3 we illustrate the proposed ND subsystem’s software architecture. Deriving from the previously 
mentioned generic functionality steps and stages, this conceptual architecture is based on design decisions that involve 
component role designation, component implementation characteristics and component interaction and interfacing. To assign 
roles and properly place each component in our architecture, we divided each step and stage in a number of subtasks that 
constitute the components core functionality. A component’s implementation can be classified as: 

 
A Service Component – Service components follow publish and subscribe paradigms to register their functionality and 

their point of contact. Administrative and supervision tasks that involve network-user’s interaction with sensor-level 
information are implemented as services. Tasks that include data exchange between sensor nodes (distributed processes) or a 
sensor node and the data gateway (reporting tasks) constitute sensor interconnecting behaviour and they should also be 
implemented as services. Open and widely adopted standards should be followed to assure scalability and interoperability.  
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Figure 3. Sensor-based ND Subsystem. 

A Middleware Component – Middleware layer is mainly populated by processes that need to utilize stored data and 
interface with the underlying operating system. Instead of outgoing communications links, these components are focusing on 
core functionality and aim for performance and efficiency. Functions that handle and process significant amounts of data 
(considering the sensor level memory) naturally reside in the middleware tier, implemented as components that can directly 
connect to organized memory structures without the need of complicated interfaces. Middleware components should be 
implemented with board specific SDKs or Toolkits in order to maximize performance and make optimal resource utilization. 

 
The ND Systems Database 
A learning-based Novelty Detection system should be supported by a model that undergoes successive training cycles. This 

model has to reside in some kind of organized memory space, supported by the proper access mechanisms of the underlying 
sensor operating system. Various projects are currently offering advance data handling techniques as sensor-level middleware 
components (TinyDB [24], Cougar [25], DsWare [26]). SQL-like languages support these tiny scale Database Managements 
Systems (DBMS) and allow efficient filtering of sensor data. In our architecture, the database component plays a critical role in 
every step of the desired functionality. Implementing a ND subsystem, to train a model that resides in a DBMS middleware 
component, creates a strong dependency between the subsystem’s and the component’s performance. The database (DB) 
schema must include proper data records to assist the model training. It should also include detailed settings to allow extensive 
subsystem customization. In order to efficiently configure the ND subsystem and model sampled data, the DB includes: 

• The “Configuration Data”  table where various operation profiles for the ND system can be stored, as a set of 
configuration parameters and settings. 

• A “Definition Data”  table that lists and describes the application specific parameters and factors that can be 
monitored and used for the monitoring task at hand. A subset of these parameters will be selected to define the record 
structure of the rest of the DB tables.  

• “Test Data”  is a set of predefined data used to test the models ability to effectively identify a number of important 
condition states. 

• “Novel Data”  is a table where the system stores sensed data, whose processing could not associate them with a 
previously known state. 

• The “Approved Data”  table includes previously identified novel data that have been cross-examined and revised by 
an expert and, in turn, have been labeled as indicators of a certain state (through administrative actions). Data 
populating this table compose the model that drives the training process. 

• Finally, “History Data”  acts as a legacy data repository for backup purposes and rolling back self-correcting 
operations. Its size and type should be carefully configured, in order not to waist valuable memory space. 

 
Advanced DB management actions may include setting up “Definition Data” for the monitoring application, inserting, 

deleting and revising “Approved Data”, examining, re-classifying and labeling of past data, as well as appending them to the 
pool of “Approved Data”. 



 

 8

The ND Systems Middleware Components 
A design decision is made to implement the monitoring process as a middleware component. The essential role of the 

learning process is to compare new incoming sampled data against the data model’s profiled clusters and evaluate its 
participation to any previously profiled condition state. According to the employed learning algorithm, data representing 
thresholds, central points and other cluster information are stored inside the DB. When a new sample cannot be associated to a 
previously recorded or known state, then an interrupt flags novelty and instantiates a reporting service to alert the network 
administrator and/or provide additional info. This component essentially executes the training procedure, and thus requires fast 
and synchronized DB access for the periodic processing and updating of the data model. In order to achieve such a balanced 
synchronization, the operating system’s data handling mechanisms can be utilized to execute advanced memory actions 
(DMA). The monitoring process calibrates the data processing cycles according to the sampling frequency and the DB access 
delays. Any charted time overhead is available in DB and assists in refinements aiming to achieve optimal training rate. 

 

The ND Systems Middleware Services 
The Service layer of the proposed architecture includes four groups of services, each delivering different type of sensor 

node behaviour and connectivity: 
Initialization Services - A set of services for 

booting the ND subsystem by initializing settings 
values and table records in the DB (definition data, 
test data). If the initialization service detects the 
absence of a stored knowledge model, it invokes the 
monitoring process and executes one cycle of data 
acquisition and processing (Fig. 4). The resulting 
instance of the data model is processed by a 
refinement service that calculates enhanced values 
for a second subsystem initialization.  

Report Services - This group of services allow 
the ND subsystem to alert the network user on the 
identification of novel data and prompt for their 
classification through data labeling. Simple trending 
functions are also available as services, providing 
mini trending reports on parameter escalation and 
history of changes. Such reports along with streams 
of the corresponding data history, accompany alert 
messages to support the technician’s diagnosis for 
qualitative classification (Fig 4). The examination 
of this feedback may lead to the identification of a 
‘hidden’ pattern of abnormal behaviour that causes 
a slow paced degradation.  

Setup Services - The ND Subsystem can be on-
line reconfigured through a set of setup services. 
These services enable network users to access the 

data stored in the DB and modify critical settings 
that define the learning process. Database 

management services allow the user to revise and tailor the approved or history data table. The user can translate, label and 
classify data previously identified as novel. If this classification is not possible due to user’s uncertainty, then further 
processing can be initiated (compare against updated data model) to refine the results and support a new decision. 

Swarm AI Service - The presence of these services can effectively turn a single ND subsystem into a smart agent 
operating in a network of collective intelligence. The learning process is encapsulated in a distributed service envelope, 
allowing connection and coupling with other similar services.  As displayed in Figure 4, these services implement DB 
synchronization techniques (replication, migration) and execute algorithms for collective decisions (collective-based Novelty 
Detection). Streaming variables’ history, data model’s characteristics (clusters’ central points, thresholds and dimensions), or 
even profiled state, allow data fusion functions and provide advanced reports on trends and data classification. Any type of 
collective decision algorithms can be embedded in this service with a prime choice being swarm intelligence [23].  

5 DISCUSSION AND CONCLUSION 

Condition Monitoring can greatly benefit from the introduction of distributed wireless sensing solutions. Wireless condition 
monitoring solutions have the potential to become a powerful toolset that can be exploited to enhance the lifecycle 
management of engineering assets. Key advantages include ease of installation, flexibility, portability and data accessibility. A 
significant functionality of any integrated condition monitoring solution is to detect when the machinery operation deviates 

Figure 4. ND Subsystem’s Flowchart. 
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from known patterns of normal operation. This functionality is usually termed novelty detection. This paper introduces key 
features of a modular design pattern, capable to serve the development of smart sensor middleware. Rather than designing the 
structure of the complete sensor middleware layer, we identify the need for proper module containers inside a sensor’s logic. 
Containers host services that respond to network requests, or application components that respond to internal calls and 
invocations. Consensus on a unified and standardized module envelope is required, for both hosting environments, in order to 
support the efficient co-existence of multiple third party services and components in a single sensor node. Such a software 
paradigm can have a significant impact in various aspects: 

1. It supports an emerging new level of software development; the sensor-device development. A design pattern disconnected 
from datasheets will ignite projects and developing communities that will produce the required frameworks and libraries for 
interoperable implementations. The sensor device software is a promising market that needs specs and tools to drive its 
solutions. Sensor services and sensor applications are very close to become a product unit. A sensor-logic component that 
employs a learning technique for novelty detection is no longer a simple function to perform an elementary sensor task; it 
constitutes an advanced application executed in a capable runtime environment. 

2. Condition monitoring systems serving industrial plants will significantly upgrade their performance and cost savings, by 
utilizing sensor level novelty detection: 

a. There is no need for a multi-core collection server, when there is a multi-agent collective network. Sensor level 
resource allocation and task allocation services will ensure data availability, network robustness and efficient 
processing. One step further from sensor embedded novelty is the sensor collective novelty, scaling down and porting 
the benefits of a grid architecture to a wireless sensor network. The practice of grid or clustered processing offers solid 
proof of the significant reliability and performance upgrades when moving to a distributed model. A collective of 
smart sensors can more than adequately fulfill the processing needs of most condition monitoring processes.   

b. The need for pre-scheduled visual inspections, maintenance actions and data readings is reduced when a group of 
smart sensors is able to identify critical events from fused novel data and automatically produce reports that can drive 
the scheduling of maintenance tasks. On-demand visual inspections mean fewer personnel on the shop-floor, which in 
turn, means less risk in the case of personnel working in harsh environments. Sensor embedded novelty can detect 
faults in the sensing infrastructure, while at the same time monitoring the state of the application environment. The 
same advanced detection method will be utilized to model, monitor and self-configure the sensor network itself. Sensor 
embedded novelty can serve as the basis for multiple network targeted functions: (a) scheduling sleep, (b) tuning 
sampling, (c) detect environment resource (light) for energy harvesting. Self calibration and energy savings are directly 
translated in less time spent by personnel to check, configure and maintain the engineering assets infrastructure.  

c. Finally, there is no need for top-to-bottom condition monitoring with overloaded software suites and black-box 
sensors, when programmable sensors with open software can be purchased and subsequently populated with services 
and applications able to drive and compose the desired monitoring process. Instead of full-scale suites, the provision of 
sensor services and sensor components will emerge offering a much greater variety, customization level and control 
over the features and the potentials of the final condition monitoring system. Thus engineering assets can be monitored 
by carefully tailored sensors equipped with the proper software modules to power its detecting capabilities. 

 
This paper has looked into how Novelty Detection and Condition Monitoring functionalities can be embedded in wireless 

sensor nodes and networks. A reference architecture for sensor-embedded novelty detection has been defined. This architecture 
supports basic and advanced novelty detection functionalities in a modular approach, defining individual components and 
services that can be embedded at the sensor board level. Promising though it may be, the concept of sensor embedded novelty 
has significant limitations and constraints. Implementing model training tasks by utilizing the resources of a sensor board is 
challenging and bounded by the processing and memory capacity of small-devices. Novelty detection is a process that occupies 
many clustered and grid infrastructures. A smart sensor’s logic can only support the execution of simple and less sophisticated 
approaches, and thus the least efficient ones. The sensor’s small memory size poses serious constraints to the complexity and 
the magnitude of the dynamic data model. Low CPU resources will bound the amount of the sampled data that can be 
processed on-line, thus making the training rate low and the produced model non-qualitative. From a collective perspective, 
network-level intelligence can provide a more parallel-capable processing capacity with enough distributed memory to exploit 
and execute recent and more advanced novelty techniques. The performance of these implementations, ported for sensor 
middleware, will suffer from: (a) the overheads from non-standardized wireless and inter-process communication links, (b) the 
low-speed CPU-memory bus of the clustered sensor nodes, (c) fixed-to-OS implementations, bounded by their specific features 
for distributed functionality and lack of cross-OS portability. Currently, an increasing number of sensor middleware projects 
are utilizing a multi-agent paradigm for their implementations. These implementations do not share anything in terms of 
underlying OS, middleware interfaces, data formatting, process definition, agent architecture, thus making their fusion and 
collaboration, to form scalable sensor collectives, almost impossible. The next steps in our research involve the detailed 
definition and development of individual modules and services. Our aim is to abstract the wireless sensor hardware and 
operating system as much as possible, so as to make the developed modules as platform-agnostic as possible. Work is currently 
underway to port the initial version of our architecture to the PrismaSense sensor network development platform [27].  
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