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Abstract. Feature selection is one of the most pervasive problems in pattern recognition. It can be posed as a multi-
objective optimisation problem, since, in the simplest case, it involves feature subset cardinality minimisation and
performance maximisation. In many problem domains, such as in medical or engineering diagnosis, performance can
more appropriately be assessed by ROC analysis, in terms of classifier specificity and sensitivity. This paper presents
a natural way of handling such objectives in feature selection by multi-objective evolutionary algorithms. Results
demonstrating the applicability of the approach in feature selection for industrial machinery fault diagnosis and on a
benchmarking data set are provided.

Key words: feature selection, evolutionary multi-objective optimisation, diagnosis, ROC analysis.

1  INTRODUCTION

The process of choosing a subset of features according to certain criteria, known as feature selection, has been
extensively studied in the literature1, 2. In particular, several different evolutionary algorithms (EA) have been employed
as search strategies for feature selection3, 4. In most cases, the aim is to optimise a single criterion, i.e. modelling
accuracy, or a weighted-sum of accuracy and complexity. However, feature selection can naturally be posed as a multi-
objective search problem, since in the simplest case it involves minimisation of both the subset cardinality and
modelling error. Therefore, multi-objective evolutionary algorithms (MOEA) are well suited for feature selection5. In
many problem domains, such as in medical or engineering diagnosis, performance maximisation itself can comprise
multiple objectives. A typical example is ROC analysis, where performance is assessed in terms of classifier specificity
and sensitivity. In the literature, there is a lack of work on handling multiple objectives in feature selection. In this paper,
Evolutionary Multi-Objective Feature Selection (EMOFS) is employed to handle such objectives, namely the specificity
and sensitivity of classifiers. In addition, an elitist variation of the NPGA algorithm6 is devised, the Elitist Niched
Pareto Genetic Algorithm (ENPGA), which is a simple and appealing way of handling elitism in higher dimensional
objective spaces. The EMOFS approach is generic in the sense that alternative objectives, such as the minimisation of
costs related to data acquisition and processing, can also be incorporated.

2 FEATURE SELECTION AND ROC ANALYSIS

2.1 ROC Analysis
The obvious choice for assessing a classifier’s performance is to estimate its misclassification rate. Yet, in many problem
domains, such as in engineering or medical diagnosis, it makes more sense to optimise alternative objectives. A typical
approach is to analyse the diagnostic performance by means of a confusion matrix. Instead of minimising the
misclassification rate, it is preferable to maximise the specificity and sensitivity of a diagnostic model.7 There are several
reasons why such objectives are more appropriate. For example, the misclassification costs for false positives and false
negatives may be different. Furthermore, in real applications, class distributions are often highly skewed, with the
positive cases composing just a small fraction of the available data, and thus the overall misclassification rate may
provide a highly biased measure of model performance. Therefore, the simultaneous reduction of false negative and



2 C. EMMANOUILIDIS / Evolutionary Multi-Objective Feature Selection

positive classifications is critical in such diagnostic tasks, and is often dealt with by studying Receiver Operating
Characteristic (ROC) curves8. Although ROC curves chiefly refer to the positioning of a cut-off threshold employed
to assign sample data to either positive or negative cases, ROC concepts can also be related to feature subsets. For
example, certain feature combinations may offer high diagnostic sensitivity (true positives) but low specificity (true
negatives). Ideally, diagnostic tests should achieve high sensitivity without sacrificing specificity and vice versa. The
ability to discover a range of solutions with different specificity/sensitivity/subset size trade-offs can facilitate more
informed choices with regard to laboratory tests, or data acquisition and processing. In the literature, there is a lack of
work addressing such issues. This paper presents a natural way of handling such ROC-based objectives for feature
selection, by multi-objective evolutionary algorithms.

Predicted / Diagnosed
Positive Negative

Actual Positive TP FN
Negative FP TN

accuracy (efficiency) AC (TP+TN)/(TP+TN+FP+FN)
misclasification MC (FP+FN)/(TP+TN+FP+FN)
actual positives AP TP+FN
actual negatives AN FP+TN
sensitivity (true positives rate) SENS TP/(TP+FN)
specificity (true negatives rate) SPEC TN/(TN+FP)
false positives rate FPR FP/(TN+FP)
false negatives rate FNR FN/(TP+FN)
positive predictive value PPV TP/(TP+FP)
negative predictive value NPV TN/(TN+FN)

Figure 1. Confusion Matrix

2.2 Multi-Objective Feature Selection Problem Formulation

Feature selection involves a two stage procedure. The first stage is a combinatorial search in a space of 12 −M  subsets,
where M is the number of available features. The second stage is the subset evaluation and can be considered as an
optimisation problem. It primarily depends on the hypothesis space, H, i.e. the family of admissible functions, the
feature evaluation criterion, e.g. the estimated error rate, and the data availability. Subset evaluation further depends
on the induction algorithm employed to build the empirical model. Clearly, identifying a solution to the combinatorial
search problem presupposes that the feature evaluation is also addressed, if the wrapper approach is to be employed2.
Instead of the misclassification rate, performance can more appropriately be assessed by the specificity and sensitivity
of a classifier. If a fixed hypothesis space and induction algorithm are assumed, then the feature selection problem is
to select a subset jS  so that:
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where the objective function )(xJ  is a vector consisting of three terms, the subset cardinality, jS , and the classifier’s
specificity and sensitivity. Typically in multi-objective optimisation problems, there is no single optimal solution, but
a range of Pareto optimal solutions. The key concept here is dominance: a solution 1J  is said to dominate a solution 2J
if and only if 1J  is no worse than 2J  in any of the objectives, while it is strictly better than 2J  in at least one objective.
Accordingly, the aim of multi-objective feature selection is to identify a set of non-dominated feature subsets, rather
than a single optimal subset. In the experiments presented in this paper, specificity and sensitivity are assessed by
performing Monte Carlo cross-validation, involving ten random data splits into training, evaluation and final
independent test sets.

2.3 Evolutionary Multi-Objective Feature Selection

A variation of the Niched Pareto Genetic Algorithm6 (NPGA), previously applied to feature selection5 is also employed
here. The NPGA is known to be a fast MOEA and speed is an important factor in MOEA feature selection, where both
model construction and resampling are involved in feature subset evaluation. The NPGA is a non-elitist MOEA.
However, there is a clear benefit in employing elitism in a MOEA9. When applying elitist MOEAs in higher dimensional
objective spaces, large sets of non-dominated solutions may be obtained and kept in an Archive Set. Allowing them all
to participate in reproduction may become impractical and therefore it is desirable to bound the size of the elite set.
This has the additional benefit of preventing the parent population from becoming dominated by the archive set, which
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might severely affect the exploratory power of the algorithm, especially in early generations. In this paper, an elitist
version of the NPGA algorithm is devised, the Elitist Niched Pareto Genetic Algorithm (ENPGA). ENPGA employs
a simple and computationally appealing way to obtain a reduced-size elite set. Individuals from the Archive Set are
selected for inclusion in the Elite Set by tournament selection, where the winner is determined by fitness sharing. Here,
binary tournaments are employed, while sharing is performed in the Hamming and subset cardinality spaces, in a way
similar to that for selection for reproduction5. The niche count is calculated from the distances of the competing
individuals to those belonging to the partially filled Elite Set, thus encouraging diversity in both the Hamming distance
as well as the subset cardinality space. The population management policy employed in ENPGA involves:
• Pp, Po: parent and offspring population respectively
• Pe, Pa: elite and archive set respectively
• Np, pminN : Parent population size, and minimum allowable population size respectively (set to 250 in the
experiments).
• No: Offspring population size is twice the parent population size
• Ne, aN : Elite and Archive set size respectively; emaxN  is the maximum allowable elite set size (set to 35 in the
experiments).
Pe is selected from Pa by tournament selection, while Pp includes Pe , with the rest of Pp’s individuals selected from Po
with Pareto domination tournament selection.

When the aim is to identify good subsets of features for different subset sizes, common n-point crossover operators
exhibit an undesirable “averaging” effect. A standard crossover operating on two individuals, coding subsets of size n
and m, tends to yield offspring with complexity approximately (n+m)/2. Therefore, the EA is likely to explore mostly
medium-sized subsets, while the edges of the non-dominated front are less well explored. The concept is illustrated in
Figure 2. Two parents of cardinality 2 and 13 are mating and the offspring are produced by 2-point crossover. The
resulting subsets have cardinalities 7 and 8, roughly equal to the average subset size of both parents but very dissimilar
to the subset size of each one of them.
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Figure 2. The “averaging” effect of n-point crossover

A specialised crossover operator, the Subset Size-Oriented Common Features crossover (SSOCF) is employed to
facilitate the exploration around a wide area at the vicinity of the Pareto front, while avoiding the “averaging” effect5.
The operator has two main characteristics: first, it exploits the concept that common schemata are more likely to form
useful building blocks; second, the offspring are similar to their parents in the subset size they encode, thus avoiding
over-sampling medium-sized subsets. A further advantage is that the SSOCF lends itself to a simple operator settings
adaptation strategy5. Experimental evidence suggests that the SSOCF operator can be more successful in identifying
a larger number of non-dominated subsets, compared to n-point crossover10. The SSOCF functionality is illustrated
in Figure 3.
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Selected
Features

n1=8

Chromosome Length: lc=13
common bits: 5

commonly selected: nc=2Chromosome
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1 10 1 1100 1 1100
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non-common bits: nu=8
n2=4 1 *1 1 111* 1 1***0 11 0 0010 0 0100

� Two offpring created, co1and  co2, with approximately ni features selected each, i=1,2
� Both offspring inherit features commonly shared by both parents.
� Non-shared bits  are passed on to co1  with probability (n1-nc)/nu ;

those not inherited by co1 are copied to  co2

Chromosome  c o1 Chromosome  c o2

0 11 0 0100 0 01001 10 1 1010 1 1100

Figure 3. SSOCF crossover operator

The pseudocode of the EMOFS feature selection procedure is as follows:

begin
generation t=0;
Initialisation; Pp(t); has approximately uniform distribution across all features and subset sizes
model construction/evaluation for all subsets in Pp(t); fitness assignment
extract initial non dominated front; Form Pa(0).
while termination criterion is not satisfied do

t=t+1
apply SSOCF to Produce Offspring )(P to′  from Pp(t); Include Pe(t).

mutate )(P to′  to produce Po(t)
model construction/evaluation for all subsets in Po(t); fitness assignment
extract non dominated front; Update Pa(t)
if emax|)(P| Nta >  then
        select )(Pe t  from )(Pa t by tournament selection with fitness sharing

else  )(P)(P ae tt ←

{ }aNNN ,min emaxe =

{ }epminp 10,min NNN ⋅=

select Pp(t+1) from Po(t) with Pareto domination tournaments
update mutation rate

end
end

The ENPGA algorithm adapts the population size, according to the apparent complexity of the problem. Thus, the
population size is determined by the size of the elite set employed in reproduction. The more the size of the elite set
increases, the larger the population size becomes, so that the population can accommodate more diversity. Both the
population and the elite set size can be bounded by a maximum allowable value.

3 EXPERIMENTAL RESULTS

The MOEA approach for ROC analysis in feature selection was implemented and tested on two high-dimensional
feature selection problems. The first is the ionosphere benchmarking data set, (2-classes, 34 features) available from
the UCI repository11. The second contains vibration features for diagnosing faults in rotating machinery. The aim is
to diagnose the presence or absence of unbalance on a test rig arrangement, based on 56 features, consisting of various
spectral, time domain and cepstral parameters12, 13. This set comprises data contaminated with noise and corresponding
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to a wide variety of scenarios, varying from single fault/low noise to multiple faults with high levels of noise. An
illustrative example of results for 1-Nearest Neighbour classifiers and for different feature subset cardinalities is
provided in Figure 1, showing the non-dominated solutions found after 5 independently and randomly initialised
EMOFS runs, each one of them allowed to progress for 300 generations. Overall, 74 and 51 non-dominated subsets
were identified, with cardinalities ranging between 1-12 and 1-11 for the ionosphere and vibration data sets respectively.
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Figure 4. ROC plots for Ionosphere and Vibration Data for various subset cardinalities

As an example of different subset size/specificity/sensitivity trade-offs, it is worth examining some of the solutions
obtained for the vibration data. For example, two combinations of two variables have been identified as non-dominated
solutions. The corresponding (true positives, true negatives) pairs are (99.5%, 95.2%) and (99.1%, 96.3%). It appears
that the second pair classifies “no unbalance” cases more reliably, offering a lower false alarms rate, without essentially
missing more faulty cases. The two variables selected are: the ratio of the vibration amplitude at the fundamental
rotational speed frequency (1xRPM) of the shaft versus the overall spectral content between 1xRPM and 15xRPM; and
the second is the standard deviation of the vibration contained between 1xRPM and 15xRPM versus the overall RMS
vibration between the same frequencies. The choice of both variables is justified. The first gives an indication of the
magnitude of the vibration at the rotational speed frequency, which is the primary way an unbalance fault manifests
itself in the vibration spectrum. The second gives a measure of how irregular the spectrum appears to be, which can
offer additional information to distinguish an unbalance fault from cases of other faults which excite harmonics of the
fundamental frequency, such as misalignment and general looseness.
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Figure 5. EMOFS Consistency (Ionosphere)
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Figure 6. EMOFS Consistency (Vibration)
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It is of particular interest to study the consistency of the EMOFS results for each individual run. For this purpose, the
proportion of the non-dominated solutions found in each run is illustrated in Figure 5 and Figure 6 for the ionosphere
and the vibration data sets respectively. It is important to note that a high percentage of non-dominated subsets are
identified in each run, an indication that the ENPGA exhibits high consistency and ability to perform efficient searches
across a wide area of the non-dominated front.

4 CONCLUSION

In many problem domains, such as in medical and engineering diagnosis, performance can be assessed by ROC analysis,
in terms of classifier specificity and sensitivity. In the literature, there is a clear lack of work on handling multiple
objectives in feature selection. This paper fills this gap by introducing a natural way of handling such objectives in
feature selection by multi-objective evolutionary algorithms. In addition, an elitist variation of the NPGA algorithm,
the ENPGA, has been devised. The ENPGA is a simple and computationally appealing way of implementing elitism,
when the size of the archive set of non-dominated solutions becomes large compared to the population size. Results
demonstrating the applicability of the approach in feature selection for industrial fault diagnosis and on a benchmarking
dataset have been provided, demonstrating desirable efficiency and consistency. Obtaining such ROC-based solutions
to the subset selection problem would be difficult for a conventional single-objective algorithm, yet it is a natural
outcome for the EMOFS feature selection approach employed in this paper.
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